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ABSTRACT

In this paper we raise some of the moral issues involved in the current development of robotic autonomous 

agents. Starting from the connection between autonomy and responsibility, we distinguish two sorts of 

problems: those having to do with guaranteeing that the behavior of the artificial cognitive system is 

going to fall within the area of the permissible, and those having to do with endowing such systems with 

whatever abilities are required for engaging in moral interaction. Only in the second case can we speak 

of full blown autonomy, or moral autonomy. We illustrate the first type of case with Arkin’s proposal of 

a hybrid architecture for control of military robots. As for the second kind of case, that of full-blown 

autonomy, we argue that a motivational component, to ground the self-orientation and the pattern of 

appraisal required, and outline how such motivational component might give rise to interaction in terms 

of moral emotions.  We end suggesting limits to a straightforward analogy between natural and artificial 

cognitive systems from this standpoint.

1. INTRODUCTION

The increasing success of Robotics in building 

autonomous agents, with rising levels of intel-

ligence and sophistication, has taken away the 

nightmare of “the devil robot” from the hands 

of science fiction writers, and turned it into a 

real pressure for roboticists to design control 

systems able to guarantee that the behavior of 

such robots comply with minimal ethical require-

ments. Autonomy goes with responsibility, in a 

nutshell. Otherwise the designers risk having to 
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be held themselves responsible for any wrong 

deeds of the autonomous systems. In a way, 

hence, predictability and reliability of artificial 

systems pull against  its autonomy (flexibility, 

novelty in novel circumstances). The increase in 

autonomy rises high the issue of responsibility 

and, hence, the question of right and wrong,  of 

moral reliability.  

Which these minimal ethical requirements 

are may vary according to the kind of purpose 

these autonomous systems are build for. In the 

forthcoming years it is foreseable an increase in 

“service” robots: machines specially designed 

to deal with particularly risky or difficult tasks, 

in a flexible way.  Thus, for instance, one of the 

leading areas of roboethical research concerns 

autonomous systems for military purposes; for 

such new systems, non-human supervision of use 

of lethal weapons may be a goal of the design, so 

that a guarantee must be clearly established that 

such robots will not kill innocent people, start 

firing combatants in surrender or attack  fellow 

troops, before they are allowed to be turned on. 

In this area, the prescribed minimal requirements 

are those of the Laws of War made explicit in the 

Geneva Convention and the Rules of Engagement 

each army may establish for their troops. Other 

robots (for rescue, for fire intervention, for domes-

tic tasks, for sexual intercourse) may also need to 

count on “moral” norms to constrain what to do 

in particular circumstances (“is it ok to let one 

person starve to feed other two?”). Much more 

so when we think of a middle range future and 

speculate about the possibility of really autono-

mous systems, or systems that “evolve” in the di-

rection of higher autonomy: we really should start 

thinking about how to assure that such systems 

are going to respect our basic norms of humanity 

and social life, if they are to be autonomous in the 

fullest sense. So the question we want to focus 

on in this paper is: how should we deal with this 

particular challenge?

The usual way to deal with this challenge is a 

variation/extension  of the existing deliberative/

reactive autonomous robotic architectures,  with 

the goal of providing the system with some kind 

of higher level control system, a reasoning moral 

system, based on moral principles and rules and 

some sort of inferential mechanism, to assess and 

judge the different situations in which the robot 

may enter, and act accordingly. The inspiration 

here is chess design: what’s required is a way to 

anticipate the consequences of one’s possible ac-

tions and of weighting those alternatives according 

to some sort of valuation algorithm, that excludes 

some of those possibilities from consideration 

altogether. Quite appart from the enormous dif-

ficulty of finding out which principles and rules 

can capture our “moral sense” in an explicit form, 

this project also faces the paradoxes and antino-

mies that lurk into any formal axiomatic system, 

well-known from the old days of Asimov’s laws. 

So to speak, this approach inherits the same sort 

of difficulties known as “the symbol grounding” 

problem in Cognitive Science.

However, it might turn out that there is a better 

way to face the challenge: instead of conceiving 

of morality as a higher level of control based on a 

specific kind of reasoning, it could be conceived 

instead as an emotional level of control, along 

the current trend in the Social Neurosciences and 

Psychology which point in such direction (for an 

illustration, the special double issue in volume 

7 of the journal Social Neuroscience). From this 

point of view,  which in fact resumes the “moral 

sense” tradition in Ethics, moral judgement is 

not a business of reason and truth, but of emotion 

in the first place, not of analytical pondering of 

rights and wrongs, but of intuitive, fast, immediate 

affective valuation of a situation (which may be 

submitted to a more careful, detailed, reflexive, 

analysis later on), at least at the ground level. 

From this point of view,  it might be a better op-

tion in order to build systems with some sort of 

“moral” understanding and compliance, to start 

building systems with a practical understanding of 

emotions and emotional interaction, in particular 

moral emotions. Rights and norms, so the story 
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goes, come implicitly packed along these reactive 

attitudes, and thus get the power to motivate and 

mobilize characteristic of human morality.

The connection between emotions and mo-

rality, though, is not simple or straightforward. 

Thus, for instance, it has been proposed that moral 

judgements are a kind of emotional judgement 

(Gibbard, 1990); or, it has been suggested that 

emotions may play a role as “behavior committ-

ments”, so that a decision is not indefinitely up for 

graps for further reasoning (Frank, 1988). Instead 

of trying to disentangle these complex relation-

ships here, what  we propose to do is to consider 

only the so called moral emotions (pride, shame, 

remorse, guilt, embarrassment...).  In so doing, 

we will have to focus on three central points: 

moral emotions, despite its being concerned with 

oneself as an agent (and hence have been also call 

“self-aware emotions”), take as their intentional 

objects the intersubjective relationships we enter 

with others. Second, such intersubjective relation-

ships rely on a particular kind of psychological 

understanding of the others, which we call “the 

second person point of view”, which can be seen 

as an architectonic  requirement for having such 

moral emotions. And third, moral emotions, as 

all emotions, presupose as well a motivational /

affective basic architecture, involving a reward/

punishment internal system, which is generally 

absent in current Robotics . 

In the third section we will suggest a way this 

motivational dimension might be addressed in 

Robotics: we will introduce the notion of a moti-

vational system, common currency in ethology 

and human development. According to this theory, 

infants grow not only with the intrinsic motivations 

of thirst, hunger or sleep, but also with a more 

complex set of motivations: curiosity, exploration, 

attachment, and other affiliative tendencies. We’ll 

introduce the issue of which motivational system 

may underlie moral emotions. This complex of 

intrinsic motivations is what provides affective 

valence to the situations and events one finds 

oneself in. So understanding how this works may 

help understand our emotional life, in order to be 

able to simulate it in autonomous systems. In the 

last section, thouh, we will rise some doubts on 

the feasibility of the project.

2. LOOKING FOR A CONTROL 

SYSTEM OF MORAL REASONING

The urge to develop some sort of ethical dimension 

to increasingly autonomous systems  is apparent 

in the consolidation of “machine ethics” or “ro-

boethics” as a distinctive subfield within Robotics 

and Artificial Intelligence. Several proposals have 

called attention to the moral challenge that stems 

from the growing autonomy and flexibility of the 

new systems under development,  and made sug-

gestions mostly as to how general ethical theory 

could be taylored to this new requirements (An-

derson, Anderson & Armen, 2004; Allen, Wal-

lach & Smit, 2006). In Europe, such worries have 

brought about an European Research Network’s 

Roboethics Roadmap (Veruggio, 2007). Some 

propose to take a “deontological” view of moral 

norms as a starting point, while others adopt a 

utilitarian, and consequentialist in general, ap-

proach. But they still do not go beyond a very 

general framework. 

Thus, for instance, Anderson et al. (2004) 

implemented an ethical reasoning system called 

Jeremy, that is capable of doing some calculations 

as to which alternative course of action will pro-

duce the best outcome. It is based on Bentham’s 

Hedonistic Act Utilitarianism, according to which 

“the best outcome” is conceived in terms of high-

est degree of pleasure for most people involved.  

The values are fixed in terms of intensity, duration 

and probability of the pleasures and displeasures 

expected to follow a certain course of action. The 

“right” action is the one that provides the greatest 

total net pleasure. 

In contrast, Ronald Arkin (2007) has worked 

out a less general, more applied, framework, 

one specifically thought to deal with the prob-
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lems of the “moral” control of the behavior of 

autonomous robotic systems that may take part 

in a war,  in order to be able to engage in lethal, 

non-supervised, action, in a legitimate way. Ro-

bots are already being used in a military context, 

both by the United States and South Corea. In 

the latter case, military robots were deployed 

in 2007 in the demilitarized zone that separates 

South from North Corea. Autonomous military 

robots constitute the bulk of the Northamerican  

Future Combat System programme. To focus on 

the military use of robots makes the moral issues 

involved obvious, much more so than the questions 

of responsibility in car parking, for instance. Arkin 

takes advantage of current deliberative/reactive 

robotic architectures, and of the existence of an 

international legal consensus on what’s legitimate 

in a war, reflected in the Geneva Convention. 

Thus, while his aproach does not provide an 

answer to the general question of how to design 

a system with a “moral consciousness” from the 

scratch, it provides an articulated example of 

the scope and shortcomings of a “rule-based” 

approach to moral judgement. For this reason, 

we will take his proposal as a point of reference 

for our argument.

Currently, military robots are not programmed 

to take lethal decisions on their own: human au-

thorization and control is required to proceed to 

a shooting. It is clear, then, whose responsibility 

the deed is. The degree of autonomy of current 

systems is related to navigation, search and target 

identification, but clearly enough, efforts are be-

ing made to increase their autonomy. It is in this 

context that the U.S. Army Research Office funds 

Arkin’s report to approach the issues involved in 

an effort to increase robot autonomy. His starting 

point is to operationalize the moral challenge of 

autonomous military robots along the terms of 

the Geneva  Convention: a robot will be ok as 

long as it doesn’t violate the Rules of War and 

the Rules of Engagement that the Convention 

make explicit. In other words, instead of trying to 

capture the contents of “good”, “fair” and “evil”, 

and to design an algorithm to calculate which 

available option will produce more “good”, less 

“evil”, consequences, Arkin takes the rules for 

granted and rises the much more concrete ques-

tion of how to design systems that respect such 

rules. Of course, while such norms of a “just war” 

(Walzer, 1977) have drawn wide international 

consensus among most States, he is well aware 

of the pacifist option.

The principles embodied by the Geneva 

Convention are the principle of discrimination 

of military objectives and combatants from non-

combatants, and the principle of proportionality 

of means. The first constraints the legitimate 

targets, the second, the legitimate means, given 

the ends that justify their use. Thus, for instance, 

prisoners cannot be mistreated. All the same, the 

application of these principles, as it is well-known,  

rises moral  questions in particular circumstances,  

as revealed by such hot topics as the acceptance 

of collateral damage, the legitimity of bombing 

key structures for civil life, the limit of the duty 

of obedience to orders for which the soldiers lack 

enough information to deem justifiable, or the right 

response to terrorist attacks. Arkin’s strategy is to 

begin with the explicit particular rules that regulate 

acceptable behaviour in the battlefield, such as the 

Laws of War and the Rules of Engagement, and 

leave the complexities for the future.  The former  

rules are prohibitions (do not torture, do not muti-

late corpses of enemies, do not mistreat prisoners, 

do not produce innecessary damage, etc.), while 

the latter  specify the circumstances and limita-

tions to initiate or continue combat engagement,  

and the proper conduct in such hostilities. In this 

way, Arkin bypasses the basic problem of how 

to derive moral norms for particular cases from 

general considerations (deontological or utilitar-

ian, though he clearly prefers the first approach to 

ethics). In so doing, he curtails the sort of autonomy 

in question: his project is not aimed at building a 

moral agent, but an agent that implements the set 

of rules previously, and independently, specified, 

as prohibitions, obligations and permissions. All 
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the same, and for this reason, it is enough to shed 

light on the intrinsic limitations of the rule-based 

approach in Cognitive Science. 

The proposed hybrid architecture  distin-

guishes three levels of implementation of moral 

concerns: an ethical governor, an ethical adaptor 

and a responsibility advisor. The “ethical adaptor” 

forms part of a reactive architecture, such than 

given a certain input –an assessment of some 

event in the context-, an appropiate response is 

activated by mediation of some existing schema 

(including the schema of use of lethal force given 

a proper situation). Secondly, the “ethical gover-

nor” is part of a deliberative architecture that goes 

through a sequential protocol of four constraints, 

understood as implementation of the principles of 

just war (discrimination, proportionality, double 

check the military necessity, and minimization 

of force required); all four must be ok to allow 

the deployment of a lethal response. Finally, the 

“responsibility advisor” is conceived as part of 

the interface between human and machine; its 

role is to allow for instructions to be transmitted 

to the system, or override orders to modify the 

outcome, as well as a sort of “accountability” 

device for the system to make public the kind of 

considerations that led it to its action.

In other words, the goal is to build a system 

that is allowed to deploy lethal weapons in such 

a way that this kind of action can be assured to 

take place only in a justified way, i.e., a situation 

in which it would be correct, even required, for 

a human soldier, to behave in such a way. Thus, 

it is required that the system is able to generate 

the lethal action in the first place, but it is further 

required that such a candidate action complies 

with all the requirements, for which a higher level 

of control is imposed, one which verifies that the 

activated action is compatible with the Laws of 

War and the Rules of Engagement. This means, 

as usual for this kind of architecture, to be able to 

derive the action from the rules plus the descrip-

tion of the situation (theorem proving). But even 

the reactive architecture is conceived in terms of 

a rule-based approach.

This is not the place to discuss questions of 

architecture, but of approach: it is the underlying 

view of morality as moral reasoning and judgement 

that we want to take issue with here. Even if an 

approach such as the one Arkin recomends were 

able to derive the particular rules of a given area 

of human activity  from general moral principles, 

it could be said that no real moral understanding 

is really taking place, in so far as the “grasping” 

of the situations is completely neutral and amoral: 

no sense of duty or obligation, no possibility of 

wrongdoing (in the sense of acting against one’s 

moral judgement),  no room for personal bonds. 

To put it in classical terms, from the point of view 

of the robots, no distinction between conventional 

and moral norms is possible, and therefore they 

cannot exhibit moral understanding or sensitivity. 

Additional concerns arise in regard of the rule-

based approach taken. Even in Ethical theory 

doubts have arisen as to whether  morality is 

properly understood in terms of norms –particu-

larists (Dancy, 2004), for instance, claim that moral 

judgement is not like a theorem deducible from 

general rules available , but context-dependent  

and case-based. Thus, our claim should be that 

such “particular” understanding of morality –the 

ability to see a situation as wrong, or evil- takes 

hold in humans on a basic capacity of emotional 

interaction that supplies the “strength” of moral 

judgement, beyond simple conventional norms 

(Nichols, 2004).

This is not to deny that, for service robots such 

as the military, or domestic ones, a more limited 

degree of autonomy may be enough, or even to be 

recommended. This limited degree of autonomy 

might at least partially be managed by a higher 

level control subsystem such as the “ethical gov-

ernor” in Arkin’s proposal. As a matter of fact, 

when we want  results and efficiency, emotions 

seem obstacles,  kludges to an “efficient design”. 

Particularly in the military context, where emo-

tions seem to cloud one’s judgement and prone 

one’s misbehavior. As a matter of fact, the worse 

wrongdoings in the battlefield come about when 
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soldiers “lose control”, when they get hysterical, 

panicked, frustrated, enraged, or hateful. As Arkin 

underlines as a reason to develop this technology, 

combat experience not only has long-lasting ef-

fects on the mental health of combatants, it also 

affects their moral sensitivity, their acceptance 

of practices forbidden by the Geneva Convention 

(like torture). In this sense, he suggests that robots 

can perform more ethically than human soldiers. 

However,  the kind of moral problems these robots 

will be able to face, given the means provided by 

Arkin’s design, will be rather simple, and always 

needed of human supervision.

To be fair, though, it must be also mentioned 

that Arkin is interested as well in affective archi-

tectures of control (Arkin, 2005), and he suggests 

that the “ethical adaptor”, a sort of feedback 

mechanism to “learn from experience”, to im-

prove on the arrangement of the schemas so as 

to maximize the activation of the response that 

the “governor” will deem proper, might work 

on affective considerations, where this amounts 

to guilt: assessing the harm done might rise the 

“levels” of guilt which in their turn would rise 

the threshold of the action involved. But not 

much more is said in this regard, beyond that 

this approach overlooks the fact of compassion, 

“which may be considered a serious deficit” (p. 

75), what in fact suggest an underlying agreement 

with the importance of moral emotions when 

dealing with the issue of real autonomy. In The 

Society of Mind, Minsky (1986) stated that “The 

question is not whether intelligent machines can 

have any emotions, but whether machines can be 

intelligent without any emotions”. For our current 

purposes, this question could be restated as “Can 

machines behave morally, with real autonomy, 

without emotions?” In the next section, then, we 

answer this question in the negative, and address 

the issue of the connection between emotion, 

morality and autonomy.

3. EMOTIONS AND MORAL 

UNDERSTANDING

In the previous section we proposed that endow-

ing autonomous agents with an understanding of 

emotions and, in particular, of moral emotions 

might be a prerequisite for them to acquire the 

capabilities of “moral understanding” that go 

with human interaction, and imply autonomous 

behavior. The challenge, now, is to spell out this 

connection a little bit and to suggest what kind of 

architectural requirements might be involved.

As it was mentioned, an approach of this kind 

perhaps makes sense only for truly autonomous 

agents or for agents that act, at least partially, 

guided by their own motivations as opposed to 

being executing commands issued by others. In 

the case of agents oriented to service, it is prob-

ably more adequate to talk about addressing 

safety issues rather than promoting their moral 

behavior, as these agents are following orders 

and therefore it is ultimately the people (or other 

autonomous agents) that issue these orders who 

must be held responsible for the actions of these 

agents. Hence,  if real autonomy is to be pursued, 

in a way that foresees human-robotic interaction, 

we contend that understanding of emotions, and 

moral emotions in particular, is mandatory for 

autonomous agents. That is to say, not just human 

emotion recognition in robots, but interaction in 

emotional terms, is required for real autonomy. 

This is not to say that they must feel the emotions 

themselves: if one takes the embodied approach 

to Cognitive Science seriously, one needs to 

consider the possibility that which emotions one 

feels depends, at least to some extent, on the kind 

of body one has. We will return to this issue in 

the final section. 

There exists a general consensus that emotions 

involve five distinct components; the disagreement 

concerns which one (or ones) are basic and how 

some of them are implemented. These components 

are: an appraisal of a perceived  situation (external 
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or internal), a qualitative  sensation (a feeling), 

some kind of psychophysiological arousal (due to 

the autonomous nervous system), an expressive 

component (facial, gestural,...), and a behavioral 

disposition, a readiness for an appropiate kind of 

action (Frijda, 1986). Cognitive theories of emo-

tion tend to think of this normative component 

of appraisal as dependent upon beliefs and other 

cognitive states. Affective theories, on the con-

trary, think of this valorative process as dependent 

upon motivational  and dispositional states. The 

outcome of the appraisal is a valence for the event 

or situation (it’s felt as good or bad for oneself), 

what in its turn primes the proper behavioral 

disposition (flight in case of fear). Leaving aside 

the reasons of both parties, it is clear that the ap-

praisal involved in emotional valuation is faster 

than usual thinking processes, involves different 

brain areas, and that the valuation relies on implicit 

principles –not explicit norms. From an informa-

tion processing point of view, emotion has been 

seen as some sort of “augmentation” process in 

which the information obtained from the brain’s 

initial appraisal of a situation is augmented by 

the feedback (Damasio, 1999) of the emotion’s 

execution in the body. In reason-based moral 

judgement, this process of augmentation doesn’t 

seem to take place, and this may weaken its impact 

or influence in behavior, perhaps specially when 

facing conflicting behavioral tendencies emerging 

from the emotional system, i.e. when reason and 

emotion are in conflict.

The component that turns an emotion into 

a moral one is primarily the situation involved 

in the appraisal: the kind of situation involved, 

although it is generally accepted that specific 

feelings correspond to these emotions (in that 

they concern oneself).  The difference between  

the nonmoral and the moral is that in the second 

case the “intentional object” of the emotion, 

the situation that ellicits an appraisal, concerns 

oneself as regards one’s attitude or deed towards 

another or viceversa. In rage, for instance, it’s 

implicit the judgement that another mistreated 

me disrespectfully; in guilt, it’s implicit that I did 

something wrong to another; and so on and so 

forth. Moral emotions are simultaneously social 

and self-conscious emotions. 

Such moral emotions were termed“reactive 

attitudes” by Strawson in a classical paper (Straw-

son,  1968), where he discussed them in connection 

precisely with the issue of autonomy and freedom. 

In normal human interaction,  he held, we take 

autonomy for granted as such reactive attitudes 

reveal: our indignation at what another did not only 

involves the appraisal that she behaved wrongly 

towards another,  it also involves that he could have 

not done so. Thus, she is responsible for what she 

did, and is expected to assume her responsibility 

and to repair the wrong done (by accepting the 

punishment, by asking for forgiveness, by feeling 

remorse,...). Moral emotions, thus, are reciprocal 

and an essential part of the psychological ma-

chinery that mediates the interaction, through 

the feelings that distinguish them.

Recently, Darwall (2006) has gone beyond 

Strawson to ground morality in the reactive atti-

tudes. According to Darwall, morality is grounded 

in second-personal reasons, the kind of implicit 

reasons that mediate one’s reaction to interaction 

with others. The structure of this intersubjective 

interaction takes this form: A sets a demand to 

B (“do not push me”); in so doing, A claims her 

authority to make such a demand; this supplies 

a (particular, second-personal) reason to B to 

comply (it is not because there is a rule that says 

“do not push” that she has to stop pushing; it’s just 

because she is required to do so by the other with 

which she is interacting). If B does not comply, she 

is accountable to A, and to the whole community. 

And viceversa.  This is the structure of mutual 

respect and accountability characteristic of moral-

ity, and is present in the moral emotions: when A 

does something B values as wrong B reacts with 

anger or hate, etc. This second-personal reason to 

act is implicit in the moral attitudes,  and it is for 

this reason that they are connected to autonomy 

and responsibility. We hold each other account-
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able not on a general belief in freedom, but on 

the practice of the reactive attitudes.

Of course, such demands and claims may 

be contested, thus giving rise to a normative 

discussion and a moral community. It is through 

this process of discussion that explicit norms are 

formulated and eventually agreeded upon. Along 

this process, reasons gain in neutrality, detach-

ment, and objectivity (thus, anybody is allowed 

to claim not being pushed). The interesting point 

to notice, though, is how cognitive and emotional 

aspects are intertwinted in the moral emotions. 

Even a reactive emotion as basic as empathy 

(understood as concern for the other’s suffer as 

bodily expressed), involves this immediate con-

nection between the perceived situation (which 

may require some mental attribution) and the 

proper emotional attitude to adopt towards such 

a situation, as it is appraised. In this case, we are 

motivated by the other’s interest and wellbeing; 

in other words,  not all of our motivations are 

self-interested (Haidt, 2003).

To sum up: moral emotions implicitly contain 

the assumption of autonomy, responsibility, and 

accountability of agents, characteristic of morality. 

They constitute the basic understanding of right 

and wrong, even though the valorative claims 

they involve may be challenged and revised. 

They also capture the characteristic strength of 

morality, the specificity of their normative force, 

as against other kind of norms: they mobilize the 

affective system. It is for this reason that (real) 

autonomous agents need the capability to deal 

with moral emotions if they are to be endowed 

with moral undersanding.

4. INTRINSIC MOTIVATION  AND 

EMOTIONS

In the previous section we focused on truly au-

tonomous agents, and argued that autonomy and 

responsibility, at least at interaction with humans 

is concerned, involves moral emotions. In a 

way, our contention involves a change of design 

problem: now the issue is not to build agents that 

comply with human normative standards,  as it 

was for service robots such as the military, but 

agents that understand moral considerations as 

a specific kind of practical reasons, ones with a 

special motivational strength. Of course, this ap-

proach rises the question of whether such sort of 

system would really behave morally. This concern 

will be (partially) addressed in the final section. 

In this one, our question is how to design agents 

with the intrinsic motivations required from the 

kind of fast and driving appraisals characteristic 

of emotions (and moral emotions in particular).

Researchers in animal behavior and the psy-

chology of emotion use a concept that might be 

of help at this point: that of a behavioral system, 

or motivational system (Baerends, 1976). A mo-

tivational system groups together behaviors that 

have the same predictable outcome, which provide 

survival or reproductive advantages to an organ-

ism. The notion of a motivational system emerged 

in the field of ethology in relation to the study of 

the organization of behavior, as an answer to the 

problem of how the animals decide what to do from 

time to time. Given their obvious lack of higher 

cognitive capabilities in general, it was thought 

that different motivations took hold of body control 

at different moments, depending upon the state 

of the body and the current circumstances. On 

feeling thirsty, to drink may become the most 

pressing goal for the organism, thus disregarding 

foraging opportunities, for instance. When thirst 

is satisfied, though, another motivational system 

may take over. Such systems constitute the way 

the body comes equipped with to cover right from 

the start its basic needs. When a motivational 

system gets in control, the organism is focussed 

to achieve  what is the goal of the system. 

In some cases, organisms can experience 

motivational conflicts (“flight or fight”), when 

two motivational systems are active at the same 

time. To face this problem, Baerends drawed from 

many influences, e.g. Tinbergen’s work on the 
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‘hierarchy of instincts’ (Tinbergen, 1950; 1951), 

Lorenz’s psycho-hydraulic models of behavior 

(Lorenz, 1950), and Hinde’s work (Hinde, 1970), 

among many others.  Baerends (1976) argues that 

“[behavior systems] can be best defined as control-

systems of different orders fulfilling special tasks 

or sub-tasks in the context of the hierarchical 

organization” (p. 736). Baerends understands the 

interrelation between behavioral mechanisms as 

primarily hierarchical, with high-level systems 

determining the strategy and sub-systems de-

termining the tactics, but admits that “it might 

be more appropriate to speak of an organization 

of interconnected networks” (p.731). The crucial 

question is how control is passed over from one 

system to another, and how potential conflicts 

get resolved. 

Anyway,  it is clear that humans were endowed 

with a number of such systems over the course 

of evolution, like those involved in attachment, 

exploration, fear, sociability and affiliation, feed-

ing, or reproduction, etc (the list of human moti-

vational systems is up for grabs to some extent in 

the literature). Motivational systems are related 

to emotions in that the valence of the appraisal 

depends upon the state of the motivational sys-

tems involved. Emotions are commonly triggered 

in relation to behavior system-related events, 

perhaps most obviously in terms of fulfilling the 

goals established by the different motivational 

systems. Thus, one way to conceptualize the 

relationship between emotion and motivation is 

to see the latter as a background for the former, 

i.e. to see emotions mainly referencing, or being 

“about”, motivational events,  perhaps specially 

about events related to reaching (or being unable 

to reach) the goals established by the different 

motivational systems. A trivial example: we are 

happy when we reach our goals, and sad or angry 

when we don’t. In that respect there seems to be 

a many-to-many relationship between emotions 

and motivational systems, e.g. one emotion can be 

triggered in relation to many systems and events 

related to one system can trigger a number of 

different emotions. 

Thus, in order to build autonomous agents, a 

set of intrinsic motivational systems, linked to 

their basic needs, must be included. Generally this 

is not done as long as robots are endowed with 

orders or programmed. But the trend towards au-

tonomy, dependent upon capabilities of emotional 

interaction, requires this endowment of intrinsic 

motivational systems. Behavior-based Artificial 

Intelligence (BBAI; see e.g. Steels, 1995; Maes, 

1993), though, is the best approach to follow this 

path. BBAI approaches the understanding of 

intelligence via attemps to construct embodied, 

situated, autonomous intelligent systems as op-

posed to higher-level cognitive processes in which 

the field of Artificial Intelligence has traditionally 

focused, an alternative that is gaining momentum 

(Calvo & Gomila, 2008). 

In BBAI, a behavior system is seen as a set of 

mechanisms that provide the agent with a certain 

competence, for example, obstacle avoidance, or 

nest building. A behavior system or competence 

module may implement a direct coupling be-

tween perception and action or a more complex 

one, but the basic premise is that each system 

is “responsible for doing all the representation, 

computation, ‘reasoning’, execution, etc., related 

to its particular competence” (Maes 1993, p. 6), as 

opposed to assuming the existence of centralized 

functional modules (e.g. perception, action) and 

complete representations of the environment. At 

each point in time, the different systems evaluate 

their relevance to the current situation and pro-

duce action if necessary. Systems might respond 

to changes in the external environment, in their 

internal state, or both, and an agent can be seen as 

a set of behavior systems running in parallel that 

collaborate and compete with each other.

As a simple example let’s assume we are 

modeling an agent whith the following behavior: 

it waits for another agent to come, then attacks if 

the other agent is a prey, or escapes if confronted 

with a predator. In this situation we might want to 

have an “orientation system” which would orient 

the agent towards any approaching individual, an 



170  

Moral Emotions for Autonomous Agents

“attack system” that executes an attack targeted 

towards any agent identified as a prey (for example, 

by being smaller than the self), and an “escape 

system” that makes the agent flee when confronted 

with a predator (identified for example by having a 

certain shape). The orientation system can be seen 

as collaborating with the attack and the escape 

systems, by initially orienting the agent towards 

the arriving individual, and by then continuously 

keeping the agent oriented towards (attack) or 

away (escape) from the other agent. The attack 

and escape systems compete with each other and, 

when faced with an approaching agent, will evalu-

ate their relevance to the current circumstances 

by respectively examining the shape and size of 

the agent that is faced. 

Usually either the attack or the escape systems 

will be triggered by a given situation, but both 

systems might become active when faced with a 

hypothetical agent that has the shape of a preda-

tor but the size of a prey, in which case various 

outcomes become possible, e.g. only the behav-

iors generated by one system are displayed, the 

agent dithers between attack and escape, the two 

behavioral tendencies cancel each other out, etc. 

Note that, in principle, none of the systems need 

a complete representation of the incoming agent. 

Of course, the three systems used in this example, 

especially the attack and escape ones, involve 

complex behavioral sequences that wouldn’t be 

modeled as a single competence but, again, as 

emerging from the interactions of multiple be-

havior systems. There exist no instructions that 

specify what to do to be read out; nor any symbol 

crunching required to work out a “solution” about 

what  to do in a given situation. The “motivations” 

are certainly implemented by the designer, but 

they become intrinsic to the agent.

Earlier in this section we argued that an im-

portant way in which emotion seems to be related 

to motivation in humans is that the latter acts as a 

reference frame for the former, most obviously in 

the case of events that are appraised as fulfilling 

or blocking goals, which become very arousing. 

One way to refine this idea is to propose that the 

emotional system uses structural information in 

the motivational system to derive the “emotional 

valence” of an event, i.e. its relevance. In principle, 

if an emotion is to successfully help the organism, 

such appraisal should be ultimately related with 

the organism’s reproductive success. Of course, 

that would only hold true if the organization of 

behavioral systems in humans effectively some-

how reflects the relative contribution or impor-

tance of different components with respect to our 

reproductive  success.

Behavioral systems are theoretical constructs 

and no claim is made as to what their neural cor-

relates might be in humans or animals. In general 

it is assumed that the functions associated with 

a behavioral system would be performed by a 

multiplicity of neural nets probably distributed in 

different areas of the brain (and body: in practice 

the nervous system and the endocryne system 

work together to regulate body homeostasis). 

Because behavior systems are the central build-

ing block in the BBAI approach, for autonomous 

agents built using that methodology it might be 

quite feasible to determine how to attach the 

emotional system to the adequate structures in 

the motivational system so that emotions will be 

triggered by events that are highly relevant with 

respect to the agent’s adaptation to the environ-

ment. In addition, the  fact that theses systems get 

more or less activated fares well with arousal in 

emotion, as well as with chemical modulation of 

their levels of activation.  

Now going back to Baerends’s question, 

i.e. what’s the interrelation between behavioral 

mechanisms, we can make the same question 

with respect to autonomous agents. We may ask 

how the different behavior systems or competence 

modules that integrate an agent should be orga-

nized, and what their interrelations should look 

like in order to make an agent’s behavior optimal 

(or at least “adaptive” in a certain environment, 

see McFarland, 1991 for some ideas of applica-

tion to agents oriented to service). The fact that 
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the basic building block in BBAI systems are 

competence modules already suggests the emer-

gence of some structure derived from the use of 

simpler skills to build more sophisticated ones. 

For example, the competence of object avoidance 

can be used in chasing a prey, and also in escap-

ing from a predator. Unfortunately, this is still 

an open question and has been object of much 

discussion and controversy both in ethology and 

in BBAI, especially regarding the extent to which 

optimal or adaptive behavioral organizations need 

to be hierarchical (Dawkins, 1976; Bryson, 2001; 

Tyrell, 1993; Maes 1991). This is also an essential 

question for the dynamical, embodied, interactive, 

approach to the mind-brain: how much hierarchi-

cal organitzation is to be found in the brain. Our 

bet is that the more complex a system, the more 

hierarchical it will have to be.

If we thus consider a system which is organized 

hierarchically, with behavior systems covering 

the agent’s main functions at the top (or biologi-

cal functions for an organism, like reproduction 

or feeding) and progressively more specialized 

skills as we move down the hierarchy, the result is 

that the higher the implications of a certain event 

in the motivational hierarchy, the more relevant 

to the agent and the more emotionally arousing. 

Consequently, the emotional system would tend 

to be attached with structures closer to the top 

than to the bottom of the hierarchy. That is also 

required given the “self-conscious” dimension of 

moral emotions: they involve a global appraisal 

of oneself as regards its relation to another (or 

viceversa),  related to the specific motivational 

system related to socialization, affiliation, and 

attachment.  As remarked in the previous section, 

this amounts to non-self-interested motivation, 

characteristic of morality. This system may rely 

on the capacity of agents to “simulate” another 

agent’s “state of mind” (involving emotional state), 

as concerns one’s own action. In the absence of 

such capacity, it seems difficult that emotions 

like shame or remorse can be produced. This is 

the “second personal” perspective that we intro-

duced in the previous section, which relies on this 

practical understanding of social interaction. How 

much this motivational system conflicts with other 

such systems varies from one person to another, 

because of the developmental and educative per-

sonal history. A similar longitudinal perspective 

may be required for autonomous systems. Much 

more work needs to be done to develop this pro-

gramme, but it at least offers a path for progress 

along a different path.

5. OPEN QUESTIONS, TROUBLING 

PROSPECTS 

In this paper we have raised the issue of how to 

build autonomous agents with a moral sense. 

We have distinguished between service robots 

and really autonomous agents, and argued that 

for the former a control structure based on 

moral principles might suffice, while autonomy 

is linked to moral emotions, the reactive attitudes 

that embody our understanding of morality and 

responsibility. We have reasoned as well on the 

kind of architecture required to implement such 

a capacity, specially from a motivational point of 

view.  For closing, we would like to focus on two 

related doubts about the feasability of the project,  

along the lines we have outlined, that appeared 

in previous sections.

The first one follows from taking seriously 

the embodied, embedded, view of cognition that 

recomends to pay attention to emotion in the first 

place. Even if some kind of functional equivalence 

for emotions and motivation could be introduced in 

robots, it could always be alleged that they are not 

really equivalent, because of the different kind of 

embodiment involved. Radical embodimentalists 

(Sheets-Johnstone, 1999; Shapiro, 2004) defend 

the view that every detail of embodiment matters, 

and therefore, no emotions are really available 

for autonomous agents. However, this view also 

contends the same view for cognition: if embodi-

ment matters for mentality, it matters equally for 
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all mental life. There seems to be no special issue 

about emotions and motivation.

However, notice the conclusion we reached 

in the previous section: that emotions and mo-

tivation make sense against the background of 

reproductive success in the long run, i.e., in terms 

of evolutionary considerations, characteristic of 

life. The concern, then, is whether something 

barely functionally equivalent can be develop 

for agents without this biological, evolutionary, 

condition. If we consider autonomous agents that 

are modeled after human beings (which are after 

all the most intelligent forms of life we know), 

their intelligences would in principle have to be 

embodied, but difficulties might emerge here as 

robotic, non-biological bodies would provide a 

very different substrate than a human body. Ac-

tually, some agents might live in virtual worlds 

and run on simulated bodies, which might result 

in a multiplicity of types of body whose proper-

ties might vary significantly. Furthermore, both 

in the physical and in the virtual world there is a 

potential for new relationships between the minds 

and bodies of autonomous agents, as opposed to 

the one-to-one mind-body relationship that exists 

for human beings.

The second one has to do with the prospects 

of real autonomy. As we anticipated, the problem 

here is whether  (really) autonomous system, even 

granted moral understanding, can in principle be 

guaranteed that they will behave morally. Notice 

that at this stage is no good to say that it is ok that 

they will behave at least no worse than human 

beings, given the fact that evil is the outcome 

of humans as much as goodness is. Still worse, 

were autonomy to become a property not unique 

to humans, it is difficult to block the possibility 

that this becomes a new “Pandora’s box”, opening 

the way for a whole new class of evil and conflict. 

New motivations could be established that might 

bring about different appraisals and behavioral 

dispositions. Two questions immediately arise: (1) 

is it reasonable to provide an artificial autonomous 

agent with a human-like motivational system? and 

(2) given the (in principle) non-biological nature 

of autonomous agents, in which direction would 

their motivation evolve if given a chance to?

Addressing the first question takes us back 

to the issue of reproductive success. Two of the 

main consequences of our genetic inheritance 

are the decrepitude of our bodies and a tendency 

to reproduce, which are deeply ingrained in our 

motivational and emotional systems. But as it turns 

out, artificial bodies (robotic or virtual) don’t need 

to be subject to the same decrepitude and even if 

they do (machines get old over time too!) it doesn’t 

seem absurd to assume that the minds of the agents 

can be provided with new bodies when it becomes 

necessary. In other words, artificial autonomous 

agents are not necessarily mortal. That immedi-

ately casts a shadow over the need to reproduce, 

as the two of them are intimately related and, after 

all, artificial autonomous agents don’t carry genes 

with them that “want to survive” by moving to 

the next generation  (Dawkins, 1976).

On the other hand, robotic bodies might not 

be suited to satisfy the needs dictated by human-

shaped motivational systems and again reproduc-

tion might be a good example of something very 

hard to achieve for agents with robotic bodies, at 

least in the sense that we usually understand repro-

duction. This might prove extremely “frustrating” 

for sophisticated humanoid artificial agents.

These two concerns pull in different direc-

tions. Even if robots are endowed with genetic 

algorithms, and allowed to learn from their 

experience, and thus to include an evolutionary 

dimension, it still seems to be an individual one, 

where “reproductive success” and related terms 

are nonsense. Of course, the functional equiva-

lence with biological agents might be looked for 

at a more basic level, as in Artificial Life. But 

we think it more likely that as agents are granted 

more and more autonomy and access to resources, 

new behaviors, and new conflicts, will arise. This 

suggests the urgency to deal with the issues of 

implementation of motivational systems, which 

motivational systems to implement, their potential 
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closeness and internal coherence. Anyway, the 

implicit normative dimension involved in moral 

emotions will have to be combined, as in humans, 

with a high level moral reasoning system sensitive 

to social considerations.
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